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Abstract—Achieving coordinated behavior among multiple
physical or logical entities is a challenging problem. Research
in coordination has traditionally focused on either centralized
or distributed approaches, but both approaches have inherent
problems. The Process Integrated Mechanism (PIM) is a novel
approach to coordination that relies on strong mobility to rapidly
move a single process (the Coordinating Process or CP) among
all the nodes that are part of the PIM. The continuous migration
of a single process that performs the coordination combines the
best of centralized and distributed approaches - simplicity of
programming and reliability without a single point of failure.
This paper proposes a method for the comparison of a traditional
distributed approach based on Multi Agent Systems (MAS) and
the new PIM approach. A simplified version of the Capture-theFlag game is used for evaluation. One side is controlled by the
MAS whereas the other side is controlled by the PIM. The paper
analyzes the complexity and performance of each solution and
provides a means to compare and contrast the two approaches.

I. I NTRODUCTION
Many scenarios ranging from search and rescue to combat
operations can benefit significantly from teams of humans,
robots, and computers that collaborate and coordinate together
to solve a problem. Designing and building systems of humans
and computers that coordinate well is a challenging problem,
both in terms of the complexity of developing and verifying the
algorithms as well as the runtime efficiency. Current research
has focused on both centralized and distributed (negotiationbased) approaches, but both these approaches have specific
problems and limitations.
The centralized approach requires a coordinator to operate
at a single point in the system and this coordinator needs to
have complete information about all the entities. The negative
implications are that the entire state of the system has to be
transferred and collected at a single point and that the failure
of the coordinator will cause the system to fail.
Distributed approaches such as multi-agent systems or systems based on emergent behavior (inspired by swarms or ants
[1], [3]), do not have this single point of failure. Compared
to the centralized approach, the multi-agent approach significantly increases the complexity of the programming model
and the runtime. The complexity is caused by the requirement
that each entity construct and maintain a model of the state
and the expected behavior of the other entities. Moreover,
these approaches introduce uncertainty in the behavior of the

system, which is undesirable. While the emergent approaches
may utilize fairly simple programming models, their behavior
is even more unpredictable.
A Process Integrated Mechanism (PIM) is a novel programming model and a runtime architecture that addresses the distributed coordination problem. The PIM approach retains the
advantage of a single coordinating authority while avoiding the
structural difficulties that have traditionally led to its rejection
in complex settings. The components in the PIM architecture
are conceived as parts of a single mechanism, even when they
are physically separated and operate asynchronously.
The idea is to retain the perspective of the single controlling
authority but abandon the notion that this process must have a
fixed location in the system. Instead, the computational state
of the coordinating process is rapidly moved among the component parts of the PIM. From this perspective, the operation
of the PIM is the inverse of multiprocessing or timesharing.
Instead of rapidly switching a single CPU between multiple
processes, the PIM rapidly switches a single coordinating
process between multiple CPUs in multiple physical entities.
Just as a multitasking system effectively hides the process
switching, the PIM runtime system effectively makes process
cycling transparent.
This paper compares the PIM approach to the multi-agent
approach for distributed coordination, analyzing the strengths
and weaknesses of each approach. The multi-agent approach
provides a good barometer for judging the PIM approach. A
simplified version of the Capture-the-Flag game, played by a
team of robots on each side is used for evaluation. One side
is controlled by the MAS whereas the other side is controlled
by the PIM.
II. PIM A RCHITECTURE
A Procces Integrated Mechanism (PIM) integrates multiple
physical computing nodes into a single virtual mechanism
that can be controlled by a single process. This integration
is achieved by rapidly moving a single process (called the
Coordinating Process or CP) between each node that is part
of the PIM. The CP is written as a single program that can
access any of the component nodes just by referring to them,
like objects in an object-oriented programming model. The CP

may invoke methods on a node, thereby performing actions,
or transfer data to and from the node.
As shown in Figure 1, the role of the CP is to perform
coordination. Each node may still have local processing that
handles tasks strictly related to the local node. In a robotic
environment, these tasks include sensor data processing, motor
control, collision avoidance, and waypoint navigation. Tasks
that require more than one node to communicate and coordinate are handled by the CP. In the PIM model, nodes may
not communicate with each other directly. Unlike the MultiAgent approach, each node does not maintain any awareness
or model of the other nodes. The CP has knowledge of all the
nodes and directs any behavior on a node that depends on the
state of a different node.
Implementation-wise, the code that realizes the CP is installed on all components and each component maintains
a current run-time state of the CP. At any given moment,
only one copy of the CP is actually running on any of
the components. While running on a node, the coordinating
process has full access to any local data and can directly
control any locally performed activity.
After a configured timeslice, the runtime state of the CP
is captured and moved from the current node to the next
node, where the CP immediately continues its execution.
This movement of the CP state between components is rapid
compared to the necessary global reaction time of the overall
system, providing the illusion that the same process is running
everywhere.
An important aspect of the PIM model is that the movement
of the CP is transparent to the program itself and is completely
managed by the runtime system. The CP is programmed as
though it is simultaneously running, and has access to, every
node in the PIM. The fact that at any given moment in time,
the CP is running only on one of the nodes is invisible to
the CP. In this sense, the PIM is the inverse of timesharing.
A process in a multi-tasking environment is unaware of the
fact that it is being suspended and switched out in order to
run other processes. When the process switching happens fast
enough, the interruption does not influence the behavior of
the process. The process executes under the assumption that
it is the only process running on the host. Likewise, the CP
is unaware of being moved from one node to another. The
assumption is that if the movement is fast enough, the system
will be unaware that the CP is only on one of the nodes at
any given moment in time.

Fig. 1.

Flow of Informatioin in Process Integrated Mechanism architecture

III. A-GLOBE M ULTI - AGENT A RCHITECTURE
We have used A-GLOBE 1 multi-agent technology [4]
for comparing a MAS-approach with the PIM. A-GLOBE
has been used successfully for free-flight collision avoidance
among autonomous aerial vehicles and also for modeling
collaborative underwater mine-sweeping search. While in the
former application A-GLOBE was used as a simulation environment, the later A-GLOBE deployment was also migrated
onto the robotic soccer platform [2].
A-GLOBE organizes distributed multi-agent applications
into several containers that integrate or represent the autonomous hardware platforms (robots in our scenario). Each
robot is controlled by a single A-GLOBE agent that is
performing independent decision making and interacts in a
peer-to-peer manner with the other agents controlling the
other platforms. These agents are physically deployed on
the platforms. Each container can host multiple agents, each
running in a separate thread. The system is shown in Figure 2.
The A-GLOBE Container Manager takes care of starting,
executing, and finishing containers. The Agent Containers
manage the life-cycle of agents and also provide services
for sending and receiving messages. The Message Transport
component ensures an efficient exchange of messages between
two agents.

Fig. 2.

System architecture in A-globe

A-GLOBE is a lightweight multi-agent platform that supports mobility and integration with powerful environment simulation components. The environment simulation components
support realistic testing of the multi-agent algorithms and facilitate straightforward migration to real distributed environments
(such as robotic hardware). The simulation components are
the only domain specific centralized processes. There is no
centralized coordinator. The agents act independently and use
negotiation strategies to achieve coordinated behavior.
There are several specific modes of multi-agent operation
that can be used for the comparison with the PIM-based
approach:
1) Agents performing complex computations on top of
complete, identical sets of data that are maintained by
each agent. Each agent performs computations aimed at
optimizing behavior of the entire community. Possible
conflicts within the agents (given the high dynamics
1 http://agents.felk.cvut.cz/aglobe/

of the application domain) are solved by negotiations
among the agents.
2) Agents performing only lightweight, local decision making on top of complete, identical sets of data. Coordination, plan merging, and resource sharing is achieved by
negotiations among the agents.
3) Agents performing only lightweight, local decision making on top of partial data that are available to each
individual agent (limited sensing capabilities based on
geographical position, restricted communication range
among the robots, etc.). This approach requires more
negotiation for coordination than the previous two approaches.
The multi-agent approach, by its nature, is particularly
suitable in highly distributed domains with partial knowledge
and communication inaccessibility – mode 3. However, PIM
is particularly suitable for dynamic real time environments
with full connectivity, data accessibility and possibility centralized the data needed for coordination. That is why, the
first experiment was directed towards comparing programming
complexity and behavioral efficiency of PIM and A-GLOBE
in the mode 1. This mode also allows testing the mechanics
of the two approaches using the identical decision making
strategies, which would no longer be possible if modes 2 and
3 would be deployed. Future enhancements to the PIM will
allow the PIM to operate over unreliable networks - which
will allow comparisons using the other modes as well.
IV. C APTURE - THE -F LAG G AME
To compare these two completely different approaches, this
paper uses a simplified version of the Capture the Flag game.
The goal of the game is for each team to protect its own flag
while attempting to knock down the opponent’s flag, which
is achieved by a robot running into the flag. The game ends
when one of the teams knock down the opponent’s flag or the
time expires. A time limit is imposed to prevent stalemate.
The flag is surrounded by a circular safety area into which
defending robots are not allowed to enter. The safety area is
used to prevent the situation where robots stand right alongside
their own flag and thereby fully block the path to the flag.
Another simplification is that each team provides the position of its members to a position server, which then distributes
the position information to each node using a virtual sensor.
The virtual sensor is configured with a sensing range, which
is used to determine the visibility of other robots to any
given robot. This simplification reduces the impact of sensor
inaccuracy on the comparison of the system.
The size of the field was chosen according the robot’s size
and number of team members. Robots are not allowed to touch
each other and are therefore designed to stop 10 cm before any
obstacle.
V. G AME P LAYING S TRATEGIES
The game playing strategies are designed to best exploit
the models and capabilities provided by the PIM and MAS
systems. In the PIM-based approach, the algorithm for the

coordination is developed as though it is centralized, since the
PIM abstraction hides the distributed nature of the system.
In the MAS approach, each robot has an independent
instance of an agent that is running as a separate process.
Therefore, each robot effectively has its own coordinator and
actions to be performed are negotiated with other robots and
their coordinators.
In order to make the comparison meaningful, it is useful to
have as many invariants as possible between the two teams.
Therefore, both teams are as identical as posisble. All of the
robots are the same at the hardware level and provide the
same set of low-level behaviors (such as waypoint navigation).
This section also develops a formal description of the common
strategies used by both approaches. The common strategy will
be the highest level of the decision process and will be realized
by both the PIM and MAS approaches. The differences in the
specific implementations will serve to highlight the advantages
and disadvanrages of each approach.
The common strategies can be divided into two types.
Individual strategies are based on roles of the player (attacker
or defender). Team strategies defines basic behavior of the
team as a whole.
A. Team Strategies
As mentioned above, the team strategies dictate the behavior
of the team as a whole and is a key issue for overall team
performance. The team strategy in this case consists of the
role assignment in the Capture the Flag game. It is necessary
to analyze the situation of the game and choose an appropriate
number of the attackers and defenders. It is also necessary
to assign specific roles to each of the robots, considering
which role, attacker or defender, is better suited for each robot.
Assignment of roles to players and optimal distribution of
roles in the team are optimization tasks. Every team tries to
maximize utility of the players in the team. As the robots are
identical at the hardware and the basic behavior level, each
robot can play any role. Assignment of the optimal role can be
done by taking into account factors such as the actual position
of the robot.
While the paper compares different coordination approaches, we propose unified criterion of the optimization
tasks and computation of utility for each role and player. The
objective function is a function of the:
a) Utility of attacker: Time to the flag is the key property
for the attacker. It depends on speed of robot and length of
trajectory. Robot needs to find optimal (shortest, collision free)
trajectory.
b) Utility of defender: Utility of the defender depends on
how quickly it can block a dangerous attacker. The function
is defined to compute utility of the defender based on position
of defender and corresponded attackers. F: D x A → R. The
goal is to assign defenders to attackers in such a way as to
maximize the sum of this utility over all defenders.
c) Dangerousness of the opponent attacker: The
dangerousness of the opponent attacker is computed based on
the distance of the attacker to the flag.

Formally, the distribution of the roles over the team
members can be seen as a projection S : P → R from the set
of players P to the set of roles R = {attacker, def ender}.
Optimization is finding such S that maximizes the objective
function F . Additional constrains can be given to S.
X
S ∗ = argmaxs∈S
F (p, s(p))
p∈P

We propose function F which reflects all of the above
mentioned criteria. For the attacker, F equals to the reciprocal
of the length of the shortest trajectory to the opponent’s flag.
F (p, attacker) =

1
Tp

where Tp is player’s trajectory length.
For the defender, the computation of function F ’s value is
more complex because the value of F depends not only on
player p and its role s(p), but also on the defended opponent
player. The function F can be defined as a tree-parameter
function for the defender. Also, to keep the function uniform,
some implicit value of “defended player” for an attacker can
be defined.
The set of roles can be redefined from R =
{attacker, def ender} to the R = {attacker, def enderi :
i ∈ {1, · · · , n}}, where n is the number of the opponent and
def enderi means that the robot defends opponent player i.
In this case, the solution for the optimization problem also
finds the optimal assignment of the defenders to the opponent’s
players.
Let pia be the point of intrusion of attacker a, defined as
the intersection of the circle around the flag and the line
joining the actual position of the attacking robot and the
position of the opponent’s flag. Then, the advantage of the
defender is the difference between defender’s and attacker’s
distances to the point of intrusion. The third criterion for the
dangerousness of the opponent’s attacker also needs to be
defined. Dangerousness D(a) is similar to the function of a
team’s own attackers.
D(a) =

1
ka, of k

Let ka, bk stand for Euclidean distance between points a and
b. Then
F (p, def endera ) = (kp, pia k − ka, pia k)D(a)
The actual solution that realizes these optimizations tasks
differ in PIM and MAS approaches.
1) PIM Implementation: Since the PIM requires only one
coordinator, it is better suited to perform a central computation
of the optimization. For this purpose, binary linear programming works well for solving the optimization task in the PIM.
Since the variables can take only the value 0 or 1, we define

matrix M of the values of the function F = (player, role).

F (p1 , d1 ) F (p1 , d2 ) . . . F (p1 , dn ) F (p1 , a)
 F (p2 , d1 ) F (p1 , d2 ) . . . F (p2 , dn ) F (p2 , a)

M=
..
..
..
..
..

.
.
.
.
.
F (pn , d1 ) F (p1 , d2 ) . . .







F (pn , dn ) F (pn , a)

We maximize
n n+1
X
X

M(i, j)x(j+(i−1)∗n) ,

i=1 j=1

where xi is the binary variable. To assign exactly one role to
each player we define constrains
n+1
X

x(j+(i−1)∗n) = 1

j=1

for each player i ∈ {1, · · · , n}.
Additionally we should ensure that every attacker is defended by no more than one defender. Therefore, we add the
constrains
n
X
x(j+(i−1)∗n) ≤ 1
i=1

for each opponent’s attacker j ∈ {1, · · · , n}.
2) MAS Implementation: As stated in Section III, the same
set of strategies have been used for comparison between PIM
and A-GLOBE . Thus, the potential for the use of negotiation
based coordination in this experiment was somewhat limited.
Negotiation was used mainly for detecting and solving conflicts within the role assignment computed by each individual
agents. These conflicts arise as a result of the high dynamics of
the game. Due to the fact that physical movement intervenes
with the nontrivial reasoning of an agent, the computation
always works with slightly outdated data. The experiment
described in Section VII will illustrate how efficiently each of
these two architectures deal with this type of impreciseness.
The agent computation is implemented in three phases:
1) Each agent computes its local utility of playing the role
of attacker and defender (against each attacker). The
agent then selects the role that maximizes its utility
arg

max

x∈{a,d1 ,d2 ,...dn }

F (p1 , x).

2) Each agent sends its selected role and locally computed
utilities to other agents and receives utilities from other
agents.
• If no two agents selected the same role, there is no
conflict and the actual solution is adopted.
• If there are two or more agents selecting the same
role (e.g., two robots defending the same attacker),
the agent(s) with lower utility value updates its M
matrix with the utility value of the agent with the
highest utility value and proceeds to step 1.
If two agents selected the same role and they computed the
same utility value for that particular role, the agent with lower
id number performs re-planning as described in step 2.
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changes its role from a defender to an attacker or vice
versa (mean value over team).
VII. E XPERIMENTS
The following experiments were conducted to measure
performance. The game was played with different sized teams,
varying from 2 to 7 members on each side. For PIM approach,
the residency time was set to 100 ms.
The comparison of data flow needed to ensure coordinated
behavior is shown in Figure 3. The data flow is measured in
terms of the size of all transmitted messages by all the robots
in a team in 1 second. Amount of data transferred by the PIM
is larger, because it includes the complete run-time state of
the coordination proccess.
Number of messages transmitted by one robot per second
are shown in Figure 4. The decreasing trend in the PIM
approach is caused by having a fixed residency time but an
increase in the number of nodes. The increasing trend in the
MAS approach is caused by more difficult negotation over a
larger group of team members.
Communication overhead (Fig. 5) is the percentage of
processing time, spent for preparation of communication. The

Overhead [%]

VI. P ERFORMANCE MEASUREMENT
Various performance measures were taken to compare the
different approaches of the PIM and MAS systems. The
expectation is that the PIM with a single coordinating process
and the MAS system with negotiation will exhibit different
behavior. The performance measurements try to cover as many
different performance criteria as possible for evaluation.
This section reports on the following measurements to
compare performance:
• Code complexity is one of the most important measurements and describes the complexity of code needed to
realize the algorithm for implementing the game. It is
measured in lines of code and number of classes.
• Communication traffic is another important measurement.
The goal is to measure the amount of data and number
of messages transfered between entities.
• Communication overhead measurement counts the percentage of processing time used for communication
(preparation, transfer, processing, and utilization of data).
• Reaction time is one of the properties of the Capture the
Flag game. This property describes the time needed for
changing the roles of entities in the game from being an
attacker to a defender (and vice versa). It can be described
as time needed from making the decision to change to
completing the assignment of all the new roles.
• # of role changes in team describes the team activity
in the team planning. It measures how often a player

Data flow [kb/s]

Data flow

B. Individual strategies
Individual strategies are the means by which a robot plays
a particular role - either an attacker or a defender. The goal
for an attacker is to knock down the opponent’s flag and
conversely the goal for a defender is to protect the local flag.
These two strategies are implemented in the common underlying core and the behavior for a particular robot is changed
by the team strategy (that is, each robot is assigned the role of
being an attacker or a defender). Much of the implementation
is the same across the MAS and PIM implementation and only
differ where necessary - in the planning algorithm.
1) Attacker: An attacking robot tries to find the optimal
trajectory to knock down the flag. This trajectory must be
collision free at the moment of planning. Of course, given the
highly dynamic environment, the robot uses collision avoidance algorithms during trajectory execution. Shortest trajectory
is planned by different algorithms. Dynamic programming is
more suitable for the PIM as it provides trajectories for all
attackers after one computation (given that all the robots are
controlled by a single process). A* path planning algorithm
is more suitable for the MAS approach, given that each
attacker behaves independently and computes the trajectory
independently.
2) Defender: The defending strategy is based on blocking
entities. If an opponent’s attacker assigned to a defender, the
defender blocks the attacker by moving along a blocking
trajectory. This trajectory is computed based on the attacker’s
shortest path to the flag.
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The second row on the table shows only parts needed to
solve role assignment. In this case, it should be pointed out that
the PIM approach uses an external library to solve the binary
linear programming problem. The last row of table shows path
planning implementation.
The comparison of these two approaches shows that the PIM
approach uses far fewer lines of code (and classes) to achieve
coordinated behavior in contrast to the MAS approach. This
result was expected, given that the PIM allows an effectively
centralized coordinator, which has all the knowledge about
the members of the group and coordinates them at once. The
MAS approach on the other hand needs to implement all the
negotiation protocols, knowledge sharing, and synchronization
mechanisms.
IX. C ONCLUSION

PIM approach needs to save the complete runtime state,
serialize it and also de-serialize it on the next node. The time
needed for this is more or less fixed and hence the overhead
strongly depends on the chosen residency time. The MAS
approach prepares, sends, and parses XML messages used for
negotiation. Differences are insignificant.
Distribution delay (Fig. 6) is time needed to change a role
and make sure that the entire team knows and agrees with
the change. Since there is only one decision-making entity in
the PIM, this time depends purely on the number of robots.
Distribution delay in MAS depends significantly on the team
size and actual game state and can vary over a large range.
Change of roles (Fig. 7) represents the quality of the
decision process. If a robot changes its role very often,
performance of the robot is worse than if it keeps one role
for long time.
Of course, the result of the games is also an interesting
measure. Badly coordinated defense was main reason for a
side losing the game. A win shows that the coordination was
good enough to avoid collision in individual plans. During
set of 50 runs, the PIM won 27 times while the MAS won
23 times. Note that this result is not dependent only on the
underlying technology (PIM or MAS). Further optimization
and improved algorithms are possible for both approaches.
VIII. C ODE C OMPLEXITY
The following table shows a comparison of code complexity
for both approaches. The comparison is simplified by using
line counts and ignoring comments and new lines.
The first row of the table compares classes needed to
ensure coordinated behavior between members of the group.
In this comparison, the PIM approach implements centralized
coordination in contrast to all the negotiation protocols needed
to implement in MAS approach.

The results validate the claim that the PIM approach simplifies the challenge of developing code to achieve coordinated behavior. Moreover, the behavior of the group is more
predictable, when compared to the MAS approach. On the
other hand, the PIM currently exhibits higher communication
overhead and a small delay in information exchange. In
the current implementation, the PIM is not able to handle
unreliable communication links. This problem, as well as
optimization of the communication overhead, will be the focus
of future research.
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